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Some aspects of HPC

v

Applications (e.g. CFD)
Algorithms (e.g. implementation of the Newton's method)

Kernels (smaller algorithms, e.g. Linear system solver, could
be a part of a library)

Primitives (e.g. the algorithms implemented in libraries such
as LAPACK/BLAS)

Programming languages/models (e.g. C/C++, MPI,
OpenMP, etc. )

Tools (debuggers, performance profilers, etc.)

Hardware



Mapping scientific applications to kernels (1)

lattice gauge (QCD)
quantum mechanics
weather
CFD
geodsy
inverse problems
structures
device simulation
circuit simulation

electromagnetics

1linear systems

2least squares

3nonlinear systems

4eigenvalues/SDVs

5fast transforms

6rapid elliptic solvers

7 multigrid

8stiff ODE

9Monte Carlo
10integral transforms

Source: Davidson E, Kuck D, Lawrie D, Sameh A, “Supercomputing tradeoffs and the Cedar system”, Williamson R (Ed.)
High Speed-Computing , Scientific Application and Algorithm Design, University of illinois Press, Champaign 1986



Mapping applications to kernels (2)

Games

ML
HPC

Health Image Speech Music Browser

1 Finite State Mach.
2 Combinational
3 Graph Traversal
4 Structured Grid
5 Dense Matrix
6 Sparse Matrix
7 Spectral (FFT)
8 Dynamic Prog
9 N-Body
10 MapReduce
11 Backtrack/ B&B
12 Graphical Models
13 Unstructured Grid

Source: http://www.cs.berkeley.edu/~demmel/cs267_Spr12/

(Red Hot — Blue Cool)



Mapping applications to kernels (3)

Computer
Vision

Body Face
Tracking fDetectio

Media
Synth

| |
i !
Physical ! (Financial) | N
Simulation | Analytics | Data Mining

| |

! '

! !

efCluster/f Text
Classify} Index

Rendering i

s VM FIMI
Classificgtion ~ Tfaining e e
-Means
Level Set (27 E
Particle Filter/ F g Text
s -ast Marchin
Filtering transform Method 9 Monte Carlo Indexer

——

Krylov Iterative Solvers Direct Solver Basic Iterative Solver Non-Convex
(PCG) (Cholesky) (Jacobi, GS, SOR) Method

'—

Basic matrix primitives Basic geometry pri
(dense/sparse, structured/unstructured)
Figure 5. Intel’'s RMS and how it maps down to functions that are more primitive. Of the five categories at
the top of the figure, Computer Vision is classified as Recognition, Data Mining is Mining, and Rendering,
Physical Simulation, and Financial Analytics are Synthesis. [Chen 2006]

(partitioning structures, pri

Asanovic, Krste, et al. " The Landscape of Parallel Computing: A
View From Berkeley.” California, Berkeley (2006).



Problem definition

Given a sparse linear system of equations:
Ax=b

with the following assumptions:

> Ais large and sparse (€ R"™*™)
> In this talk, we are going to consider two cases:

> m = nand A is triangular full rank (i.e. a Linear System)

» m > n with an additional constraint: min(]|x||2) (i.e the
minimum norm solution of an underdetermined Linear Least
Squares)



Solution of Linear Systems - A Quick Introduction

We have two main classes of solvers: Direct and lterative nethods.
The line between them is blurred!, but nevertheless books (and
researchers) like to use this classification:

» Direct Methods: Gaussian elimination (LU factorization), QR
factorization, WZ factorization, SVD , etc.
P lterative Methods
> Stationary methods: xx11 = f(xk) for example -

Xk+1 = Bxy + g, Jacobi, Gauss-Seidel, Successive Over
Relaxation, etc.

» Nonstationary methods: xx+1 = fi(xx) for example -

Xk+1 = Xk + oYk, Projection Methods, Krylov Subspace
Methods, Chebyshev lterations, etc.

» Hybrid Solvers: using a direct solver as part of an iterative
solver or vice-versa

!Alex Townsend and Lloyd N Trefethen. Gaussian elimination as an iterative
algorithm. Tech. rep. SIAM News, 2013.



Solution of Linear Systems - what does it all mean for

parallelism?

In general we can talk about the limitations based on the solver

type:
» Direct solvers are known to be less scalable, especially during
the triangular solution stage, but they are robust
> lterative solvers are known to be more scalable than direct
solvers but they are not robust
» Hybrid solvers are more balanced in terms of robustness and
scalability



Projection Methods - A Quick Introduction

» Given a linear system, Ax = b where A € R"*"
» Given two m-dimensional subspaces, £ and KC, of R”
» Given an initial guess xg.

A projection method finds an approximate solution X € xg + KC
such that b— AX L L

Different choices of £ and I give rise to different iterative solvers



Krylov Subspace Methods - A Quick Introduction

A Krylov subspace method is a projection method such that,

K = Km(A, n) = span{ry, Arg, A’rg, ..., A" 1ro}

and

L = L, is some m-dimensional subspace where,

Xm €XxX0+Kmy tm L Ly and r, = b — Axpy

Different Krylov Subspace methods arise from different choices of
Lm, such as Conjugate Gradient (CG), Generalized Minimal

Residual (GMRES), Bi-Conjugate Gradient Stabilized (BiCGStab),
Quasi Minimal Residual (QMR), ...



Preconditioning - A Quick Introduction
Given a sparse linear system of equations
Ax =0b

that we want to solve iteratively, preconditioning is transforming
the system with a precoditioning matrix, M (the following is " left”
preconditioning, could be also "right” or "left and right”). We
apply the iterative solver on the preconditioned system (below)
instead:

M~Ax = M~1b

such that M~1A has a more favorable eigenvalue distribution for
the iterative solver and it is cheap to apply.

Coming up with good preconditioners usually require a lot of
experience, knowledge of the problem, trial and error. Therefore,
preconditioning is considered to be more of an art than science.



Part Il: A parallel algorithm for solving sparse triangular
systems



Sparse Triangular Systems

Solution of sparse triangular systems are required in;
P Last step of direct solvers after sparse matrix factorizations,
such as LU, Cholesky and QR
> lterative solvers, such as Gauss-Seidel, Successive Over
Relaxations (SOR) and Symmetric SOR
» Application of a sparse preconditioners as part of iterative
solvers such as Krylov subspace methods preconditioned with
incomplete LU factorization.
It is well known that triangular solution is often the least scalable
step in these computations.



Parallel Sparse Triangular System Solvers

» Level-scheduling

» Self-scheduling

» Graph coloring

> Block partitioning and decoupling



Proposed parallel algorithm

We propose an algorithm based on the SPIKE solver.

» SPIKE was originally designed for general® and triangular®
banded systems

P> More recently it was generalized to general sparse linear
systems* and implemented recursively®

> We propose a parallel and specialized form of the
general solver for sparse triangular case

2Ahmed H Sameh and David J Kuck. “On stable parallel linear system
solvers”. In: Journal of the ACM (JACM) 25.1 (1978), pp. 81-91.

3A. Sameh and R. Brent. “Solving Triangular Systems on a Parallel
Computer”. In: SIAM Journal on Numerical Analysis 14.6 (1977),
pp. 1101-1113.

*Murat Manguoglu. “A domain-decomposing parallel sparse linear system
solver". In: Journal of computational and applied mathematics 236.3 (2011),
pp. 319-325.

®Ercan Selcuk Bolukbasi and Murat Manguoglu. “A multithreaded recursive
and nonrecursive parallel sparse direct solver”. In: Advances in Computational
Fluid-Structure Interaction and Flow Simulation. Springer, 2016, pp. 283-292.



Proposed algorithm - problem definition

Given a system of equations,
Ux=0b
where U is upper (or lower) triangular and sparse, square (n x n)

and full-rank, an example:
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Proposed algorithm - splitting

D H ; R : : U

L I
D1+ __________ 1 R[] ERla Un+ i

Then we multiply both sides of the original system (Ux = b with
D! and obtain,

DU x=D71p
N—— N———"

Spike matrix g



Spike matrix - structure




Proposed Algorithm - The Reduced System
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Construction of the reduced system

> Sisad x d block unit upper triangular matrix (only the
entries highlighted in red are required)

» Solution of the reduced system requires (’)(nnz(g) —d)
operations



Proposed Algorithm: Parallel Sparse Triangular Solver
(PSTRSV)

PSTRSV has 3 stages:
1. Sparse matrix reordering and partitioning
2. Parallel preprocessing (operations that do not require the right
hand side vector b)

» extracting D matrix
» compressing R into a dense form
» computing the partial S matrix

3. Parallel solution
> compute g = D~'b in parallel
» solve Sx=g
> retrieve the solution vector x using X in parallel

Source code: https://github.com/cuguilke/spike_pstrsv


https://github.com/cuguilke/spike_pstrsv

Numerical Experiments - Environment

Hardware:
> 2 sockets
» in each an Intel(R) Xeon(R) CPU E5-2650 v3 processor
» 10 cores per processor (20 cores in total)
> 16 GB of memory
Software:
» Matrices are in Compressed Sparse Row (CSR) format
» Intel Math Kernel Library (MKL) 2018 is used
» PSTRSV is implemented in C and using OpenMP
» KMP_AFFINITY = granularity = fine,compact,1,0



Numerical Experiments

We have used

>

>

20 real world matrices obtained from SuiteSparse Matrix
Collection

METIS, Approximate Minimum Degree (AMD), ColPerm,
Nested Disssecition Permutation (NDP) and Reverse
Cutthill-Mckee (RCM) orderings are used

Comparisons are done against a state-of-the-art multithreaded
sparse triangular solver implementation in Intel Math kernel
Library (MKL) 2018

Each run is repeated 1,000 times and the average wallclock
times are reported



Test matrices

Matrix Dimension(n)  Non-zeros(nnz)  Application
Dubcova2 65,025 1,030,225 2D/3D Problem
Dubcova3 146,689 3,636,643 2D/3D Problem
FEM_3D_thermall 17,880 430,740 Thermal Problem
G3_circuit 1,585,478 7,660,826  Circuit Simulation
apache2 715,176 4,817,870  Structural Sim.
bmwcra_1 148,770 10,641,602  Structural Problem
boneS01 127,224 5,516,602 Model Reduction
c-70 68,924 658,986  Optimization

c-big 345,241 2,340,859  Optimization
consph 83,334 6,010,480 2D/3D Problem
ct20stif 52,329 2,600,295  Structural Problem
ecology?2 999, 999 4,995,991 2D/3D Problem
engine 143,571 4,706,073  Structural Problem
filter3D 106,437 2,707,179  Model Reduction
finan512 74,752 596,992 Economic Problem
parabolic_fem 525,825 3,674,625 CFD

pwtk 217,918 11,524,432  Structural Problem
shallow_waterl 81,920 327,680 CFD

torso3 259,156 4,429,042 2D/3D Problem

venkat50 62,424 1,717,777 CFD



Meteorology.

RCM

CFD problems: shallow_waterl
Weather shallow water equations from the Max-Plank Institute of
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The matrix and problem descriptions are obtained from:

https://www.cise.ufl.edu/research/sparse/matrices/MaxPlanck/

shallow_waterl.html


https://www.cise.ufl.edu/research/sparse/matrices/MaxPlanck/shallow_water1.html
https://www.cise.ufl.edu/research/sparse/matrices/MaxPlanck/shallow_water1.html

CFD problems:
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CFD problems: shallow_waterl - Solution time speedup
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Summary of results for 20 test problems

N PSTRSV
mm MKL

B=

The best speedups achieved by each solver. {R: RCM, C: ColPerm,
N: NDP, M: METIS, A: AMD, O: ORIGINAL} symbols on bars
indicate the matrix reordering algorithms which give the best
result, numbers below them are the thread counts.



Part I1l: A parallel algorithm for solving sparse
underdetermined linear least squares problem



Parallel minimum norm solution of column overlapped
block diagonal underdetermined linear least squares
problem

Given a sparse linear system of equations:
Ax =f

with the following assumptions:
» Ais large and sparse (€ R"*™) where m > n

» A has a column overlapped block diagonal structure

» Some applications: Spline Interpolation, Seismic Tomography
and Staircase Linear Programming.

» There are infinite number of solutions, we are looking for the
one with the minimum ||x]|2



Background

Balance Scheme’ is an algorithm for solving ill-conditioned banded
linear systems (i.e m = n)

k

B, |
A1

> We generalize the Balance Scheme rectangular matrices that
are in column overlapped block diagonal form

"Gene H Golub, Ahmed H Sameh, and Vivek Sarin. “A parallel balance
scheme for banded linear systems”. In: Numerical linear algebra with
applications 8.5 (2001), pp. 297-316.



Proposed method - ParBaMiN

Partition the matrix and the right hand side vectors:

» where E;z; = f; with the general form of their solution
zi = pi + Qiyi

» using the sparse QR factorization, compute :
e R; —
ET =(Q1, Q) (0 ) pi = Qi(RIf;)

P parts of z; that are overlapping must be equal to obtain x
> a (smaller) reduced system is solved to determine y;



ParBaMiN

The proposed algorithm involves 3 main steps:
1. obtain the particular solution vectors: p;
» in parallel without any communication

2. solve the reduced system: My = p (size of Mist x n—m+t
where t is the total overlap amount)

» a small size LLS problem that needs some communication
3. retrieve the solution: z; = p; + Q;y;
» in parallel without any communication

Source code in C++ (MPI):http://www.sukrutorun. com/ParBaMiN.zip
Matlab (Sequential): http://www.sukrutorun.com/ParBaMiN_matlab.zip


http://www.sukrutorun.com/ParBaMiN.zip
http://www.sukrutorun.com/ParBaMiN_matlab.zip

Software and hardware infrastructure

» The proposed algorithm was implemented C+4 programming
language MPI Library

» For QR factorization of each block Sparse QR factorization
routine SuiteSparseQR (SPQR) in SuiteSparse Package (Davis
2013) is used

» As baseline algorithm Multi-threaded SuiteSparseQR
(SuiteSparseQR_min2norm)

Computing platforms:

» Shared memory — 64 cores (4x AMD Opteron 6376, 128GB
RAM)

» Distributed memory — 4 distributed nodes x16 cores (2x Intel
Xeon E5-2680, 32GB RAM) (MareNostrum)



Dataset

4 matrices: input-output analysis of the U.S. economy with 2560,
5120, 10240 and 20480 time periods.

0 100 200 300 400 500 600
Table Ill. Properties of Real-world Matrix Instances

Matrix Coefficient Matrix Seq. Soln. Time
D Name & m n nnz S.M. D.M.
1 grow2560 20 51,200 110,080 962,540 1.45 1.20
2 grow5120 20 102,400 220,160 1,925,100 2.99 2.43
3 grow10240 20 204,800 440,320 3,85,0220 6.22 4.98
4 grow20480 20 409,600 880,640 7,700,460 13.29 10.30

t; : overlap size, m : # of rows, n : # of columns, nnz : # of nonzeros.
Seq. Soln. Time: Sequential solution time (seconds) on a single core.
S.M.: Shared Memory, D.M.: Distributed Memory.



Parallel results

—A— grow20480 - ParBaMiN
—— grow10240 - ParBaMiN
—&— grow5120 - ParBaMiN
—+— grow2560 - ParBaMiN

--4£-- grow20480 - SuiteSparseQR
--x-- grow10240 - SuiteSparseQR
--©-- grow5120 - SuiteSparseQR
--+-- grow2560 - SuiteSparseQR
fffff Ideal speedup

64 64
3 Shared Memory 2 Distributed Memory
2 Real-World Dataset Real-World Dataset -
16 1388 14 39

1 2 4 8 16 32 64
k (Number of cores)

2 4 8 16
k (Number of cores)

32

64



Summary

P> A new parallel sparse triangular solver

» Implemented for shared address space platforms
» More scalable than Intel MKL's solver

P> A new parallel algorithm was proposed and implemented
computing the minimum norm solution of sparse block
diagonal column overlapped underdetermined systems

» Parallel scalability of the proposed scheme was shown on two
different parallel architectures

» Scalable extension of any multithreaded general sparse QR
factorization method distributed memory architectures for
computing minimum 2-norm solution



Thank you!
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